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Abstract: In 1999, Cambodia contracted out management of 
government health services to NGOs in fi ve districts that had been 
randomly made eligible for contracting. The contracts specified targets 
for maternal and child health service improvement. Targeted outcomes 
improved by about 0.5 standard deviations relative to comparison 
districts. Changes in non-targeted outcomes were small. The program 
increased the availability of 24-hour service, reduced provider absence, 
and increased supervisory visits. There is some evidence it improved 
health. The program involved increased public health funding, but led 
to roughly offsetting reductions in private expenditure as residents in 
treated districts switched from unlicensed drug sellers and traditional 
healers to government clinics. 
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1.  Introduction 

Health care systems in many developing countries artfully combine the worst aspects of 

government and private provision. Incentives in government clinics are notoriously weak: 

Chaudhury et al. (2006) found an average absence rate among staff of 35% in surprise visits to 

health facilities in six developing countries. Private practitioners’  incentives are strong, but are 

often not well aligned either with the interests of their patients (due to information asymmetries 

between providers and patients), or with larger public health concerns (due to externalities 

related to infectious diseases). Cross-country evidence shows little to no relation between public 

health spending and child mortality (Musgrove 1996; Filmer and Pritchett 1999). Banerjee, 

Deaton, and Duflo (2004) found that private medical practitioners in rural Rajasthan gave 

patients injections 68% of the time and IV drips 12% of the time, but tests only 3% of the time. 

An estimated 30%-50% of prescriptions written in India are unnecessary or contraindicated 

(Phadke, 1998; Das and Sanchez 2000). Is this private sector? If not, may want better example. 

Starting in 1999, Cambodia tried an alternative approach in which the government 

tendered management of government health services for contract in certain districts to private 

bidders, and increased public health expenditure to pay for these bids. Contractors were required 

to provide all preventive, promotional, and simple curative health care services mandated for a 

district by the Ministry of Health, known as the Minimum Package of Activities (MPA). They 

were responsible for services at district hospitals, subdistrict health centers, and more remote 

health posts. Performance was measured against eight service delivery indicators. Inadequate 

performance could lead to sanctions and would reduce the likelihood that the contract would be 

renewed.   
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The district-level contracting approach is potentially attractive because it offers the 

opportunity to strengthen incentives for government workers while reducing potentially harmful 

incentives associated with private fee-for-service provision, such as the incentive to over 

prescribe antibiotics or to provide glucose drips, which do not improve health but make patients 

feel better in the short run. In rural areas of developing countries with limited mobility, 

contracting at the district level can allow substantial sharing of risks from health shocks without 

inducing the adverse selection associated with individual-level insurance. Contracting at the 

district level, rather than the national level, allows benchmark competition between providers. At 

the same time, offering contracts based on eight targeted outcomes runs the risk of inducing 

multi-tasking problems, in which contractors divert effort from measured to unmeasured 

outcomes. 

Estimation of program impact is hampered by two difficulties. First, not all districts 

initially randomly assigned to be treated were in fact treated. The government randomly selected 

8 districts from a set of 12 in which to introduce the program. However, bids that met technical 

and cost requirements were received in only five of the eight districts, and hence the program 

was only implemented in these districts. We therefore estimate the causal effects of the program 

by using the initial random assignment of treatment as an instrument for actual treatment status. 

Second, a very small number of units were randomized. We compute average effects 

across families of outcomes to help alleviate the limited statistical power of our twelve-unit 

randomization. We report standard errors both with clustering and with randomization inference.  

Despite the limited power associated with the small sample, estimated effects are large 

enough that many are statistically significant. The contracting program caused large increases in 

the service outcomes targeted by it, on average about one baseline standard deviation. To cite 
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two examples, the receipt of vitamin A by children under 5 was increased by 42 percentage 

points and receipt of antenatal care by pregnant women was increased by 36 percentage points. 

The project improved the management of government health centers, particularly in the 

availability of 24-hour service, the actual presence of staff scheduled to be there, supervisory 

visits, and the presence of supplies and equipment. The program did not have large effects on 

health services indicators not explicitly mentioned in the contract. There is some limited 

evidence the program improved self-reported health. The program led individuals to shift 

curative care visits to public facilities, and reduce visits to untrained service providers such as 

drug sellers and traditional healers. Decreased out-of-pocket spending on curative care offset 

increased public spending, so the program did not increase, and probably decreased, overall 

health spending.  

We draw on several previous studies of the contracting project (Keller and Schwartz 

2001; Bhushan, Keller, and Schwartz 2002, Schwartz and Bhushan 2004). Using a 1997 baseline 

survey and 2001 midterm survey, these studies found that contracted outcomes improved in all 

treated and comparison districts, and that the improvements for treated districts were much 

greater than the comparison districts. However, the 2001 midterm survey did not collect data in 

the three districts initially assigned to treatment where the program was not implemented. This 

meant that previous work could not take advantage of the initial randomization of treatment 

eligibility to estimate causal impacts. Estimates will potentially be subject to bias if districts that 

received technically responsive bids differed from those that did not in unobserved variables that 

influence outcomes. For example, if potential contractors were more likely to bid on districts in 

which it appeared to be easiest to reach the contract targets, the effects of the program could be 

overestimated. To compute causal estimates, we draw on a new survey that covered all of the 
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districts initially randomized into treatment. This paper also differs from earlier work in 

accounting for the cluster-randomized nature of the design, and in presenting new evidence on 

health center management, non-contracted outcomes, expenditures, and perception of the quality 

of care.  

Our paper is organized as follows. Section 2 provides background on the health care 

system in Cambodia and the contracting project. Section 3 presents a model of health care 

provision. Section 4 discusses the empirical methods we employ in our analysis. Section 5 

presents estimates of the project impact on health center management, targeted outcomes, non-

targeted outcomes, careseeking behavior, and perception of care quality. Second 6 discusses the 

effects of the program on public, private, and overall health care expenditures. Section 7 

concludes. 

 

2. Health Care in Cambodia and the Contracting Project 

 This section provides background on health care in Cambodia and the contracting project, 

including randomization of treatment, the bidding process and its results, the contract terms, 

monitoring provisions, and budgets. We give an overview of some of the management practices 

used by the contractors once the program began. The section concludes with a review of the data 

collected as part of the project and what baseline data says about the quality of the 

randomization. 

 

a. Health Care in Cambodia 

Nearly 20% of Cambodia’s population perished during the genocidal Khmer Rouge 

regime, which lasted from 1975 to 1979. When the Vietnamese drove the Khmer Rouge from 
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power in 1979, only 50 doctors were left in the country. New medical personnel were trained 

during the Vietnamese-backed regime that ruled the country from 1979 until 1993, though the 

quality of training was poor. Private practice was banned, but public facilities were sparse and 

poorly equipped. Little was invested in rural health infrastructure, and many communes lacked a 

building to house a health clinic. Fighting continued in some areas of the country until 1998, just 

before the introduction of the program. Governance, corruption, and politicization of the civil 

service have been seen as serious issues in Cambodia. Political allegiance plays a role both in the 

selection of individuals to join the public service and in promotion. Political work is expected of 

public employees around election time. Promotion depends in part on such political work and 

political connections, and so managers are not necessarily chosen on the basis of merit or 

managerial ability alone. 

In 1993, following the departure of the Vietnamese, UN-sponsored elections, and the 

adoption of a market economy, Cambodia began to build up its first universal public health 

infrastructure. International NGOs established a large presence in the country, delivering high-

quality health-care services in limited geographical areas. Private practice, now legal, boomed. 

Nearly all trained providers in the country worked for the government, but many employees of 

the public system ran private medical practices on the side. Absenteeism in public facilities was 

high and diversion of patients to private practice and under-the-table payments were common. 

Private practice was very attractive because public sector salaries for health staff averaged only 

about 85% of Cambodia’s US$283 per-capita GDP (Conway 2000). Importation of 

pharmaceuticals into the country was freely allowed after 1993 and their sale remains de facto 

unregulated. One can easily find a wide range of drugs from a wide variety of countries in most 

Cambodian markets, almost invariably sold by a vendor with no formal pharmaceutical or 
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medical training. While the country made tremendous improvements to public health between 

1993 and 1997, the contracting project’s 1997 baseline survey found population coverage of 

preventative health care measures were still low even by developing country standards. For 

example, only a third of children under two were fully immunized. Only 4% of patients in need 

of curative care used the public system. About 33% of sick individuals who sought curative care 

went only to a drug seller. 

Traditional understanding of health and disease remain strong. A 2000 survey asked 

mothers who reported the death of a child under five about the primary cause of death (RACHA 

2000). Supernatural causes were cited by 39% of mothers. Patient beliefs no doubt affect both 

care choice and the practices of medical providers. Van de Put (1991) reports on a medical 

anthropology field study of Cambodian medical practices. His evidence suggests that for 

ordinary rural Cambodians, quality medical care involves being dispensed drugs. Diagnostic skill 

and medical expertise are not viewed as critical in deciding which drugs, if any, are appropriate 

to a given complaint, and there is little perception that drugs can be potentially harmful. 

Injections and intravenous drips are perceived as being more powerful and hence better than 

pills. Van de Put (1991) also argues that patients feel it is important to have input on which drugs 

they are given, and will view a practitioner who provides the medications they request favorably. 

Practitioners commonly give medically unnecessary vitamin injections and glucose drips that 

may make patients feel better in the short run. 

 

b. The Contracting of Health Services Pilot Project 

In 1996, Cambodia launched the Basic Health Services Project (BHSP), which focused 

primarily on the construction of rural health centers and referral hospitals and on the 
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improvement of district-level health service management. The contracting project was an 

element of the effort to improve management. During the period in which the contracting project 

was in operation, the number of functioning rural health centers in all of Cambodia increased 

from 60 to more than 900. 

The contracting project ran from 1999 to 2003 and covered a total population of about 

1.26 million people, or about 11% of Cambodia’s population (Schwartz and Bhushan 2001, 

Cambodia 1998 Census). The approach was then expanded to additional districts, though not as a 

randomized experiment. 

There were two variants of the approach, contracting-in and contracting-out. They 

differed in the degree of control to be given the contractors. Contracting-in districts were 

expected to work within the existing government system for procurement of drugs, equipment, 

and supplies. Their operating expenses were financed through the government budget in the 

same manner as ordinary districts. They were required to use existing Ministry of Health 

personnel; they could request transfers of personnel but not hire or fire. Contracting-out district 

management had pretty much full authority for and responsibility over their districts. They were 

allowed to hire and fire staff, could bring in health workers from other parts of the country, and 

were responsible for their own procurement of drugs, supplies, and equipment. Existing Ministry 

of Health staff in the contracting-out districts could join the contractor’s organization and take 

leaves of absence from the civil service. If the contractor decided to fire these staff, they would 

be transferred to a government post in a different district. In the end, only a few staff members in 

contracting out districts were fired. The project designers’  initial intention was that salaries in the 

contracting-in districts would be based on the civil service pay structure, plus additional amounts 
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decided by the contractors that would be raised from user fees. Contracting-out contractors, in 

contrast, could implement the pay structure of their choosing. 

In treated districts, the management of government health care services was put out to 

competitive bid for qualified organizations, such as NGOs and private firms. For each district the 

organization with the highest combined score on technical quality of their proposal and price was 

awarded a contract to manage the district’ s government health care service. In the end, only 

international NGOs, firms, and universities submitted bids. All the winners were international 

NGOs, which is not surprising as there were almost no local NGOs working in the health sector 

at the time. The comparison districts continued to be managed by the local employees of the 

Ministry of Health. 

The twelve districts in the project came from three provinces in south-central Cambodia: 

three districts came from the province of Takeo, four districts came from the province of Prey 

Veng, and five districts came from the province of Kampong Cham. The twelve rural districts 

participating in the contracting experiment were chosen because they did not contain the 

provincial capital and were not significant recipients of other development assistance. 

The twelve districts were randomly assigned to three groups: Four were eligible to 

receive contracting-in bids, four were eligible to receive contracting-out bids, and the remaining 

four served as a comparison group. Randomization was quasi-stratified by province. A project 

team visited each provincial health department and, in the presence of district managers, had its 

director randomly draw one district to become part of the contracting-in group, one district to 

become part of the contracting-out group, and one district to become part of the comparison 

group. The remaining three districts were randomly assigned later in Phnom Penh to one of the 

three eligibility groups.  
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The Ministry of Health put out a request for bids in early 1998. Ten bidders submitted a 

total of 16 proposals for the eight districts (bidders were able to apply for more than one 

contract). The 10 bidders represented 14 different organizations, as some bids came from 

partnerships among different organizations. Of the 14 organizations involved in the bidding 

process, 8 were NGOs working in Cambodia, 4 were consulting firms, and 2 were university-

affiliated groups. A two-envelope system was used to evaluate the bids. First, a committee of 

Ministry of Health officials and outsiders assigned technical scores to the proposals based on 

criteria that were explicit in the request for proposals. Bids had to receive a minimum technical 

score to be considered “ technically responsive.”  The price envelopes of the technically 

responsive bidders were opened in public. Then the technical scores were combined with the bid 

price (the lower the price the higher the score) using an explicit formula and the bidder with the 

highest combined score was awarded the contract. The technical criteria included the prior 

experience of the contractor in similar projects, the quality of the key staff proposed to run the 

project, and the quality of the contractor’s management plan. The contracts were awarded in late 

1998.  

Only five of the eight districts randomized into the treatment group were successfully 

contracted. In two districts, the bids received were not technically responsive. In the third, two 

technically responsive bids were received, but both were judged to be too expensive. These 

remaining three districts remained under government management during the contract period. 

Contractors took over management of the five successfully contracted districts by April 1999.  

The contracts signed by the Ministry of Health and the successful bidders targeted 

improvements in the delivery of the minimum package of activities and large increases in eight 

health-service indicators primarily related to maternal and child health: childhood immunization, 
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administration of vitamin A to children, antenatal care for pregnant women, child delivery by a 

trained professional, delivery in a health facility, the knowledge and use of birth control, and use 

of public facilities when seeking curative care. Note that since most of these services are 

preventative and several create positive externalities, they arguably would be under-supplied by 

private providers working under fee-for service contracts.  

Baseline levels for the targeted outcomes are shown in Table 1 along with program goals. 

The goals are between 160% and 450% of the baseline levels and were to be achieved within the 

four-year term of the contract. The substantial gains expected reflect the very poor initial state of 

the system as well as optimism about the potential of the contracting approach.  

The contract also made a provision for a Ministry of Health monitoring group to survey 

the contracted districts to determine progress toward the targeted outcome goals, and allowed the 

Ministry of Health to withhold payments to the contractors if progress was not satisfactory. Costs 

of monitoring were included in the project budget but not in the contracts. Monitoring teams 

visited each district quarterly, inspected the district hospital, conducted village surveys to 

measure targeted outcomes, and visited a sample of patients listed in health center registers to see 

if they were actually treated and assess their experience. In at least two instances the Ministry of 

Health judged that a contractor was not making satisfactory progress toward the contract goals, 

and sent a letter to the contractor outlining their concerns. One problem was resolved without 

further action. The other was not, and led to the Ministry of Health sanctioning the contractor by 

suspending payment for one quarter, until the problem was remedied.  

 The contracting-out districts received their funds directly from the ADB after the 

Ministry of Health made a payment request. The contracting-in districts received the 

management fee portion of their contract budget in the same manner. Operating funds and 
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supplies were provided to the contracting-in and comparison districts through normal 

government channels. In addition, contracting in and comparison districts were eligible to 

receive an operating supplement of $0.25 per capita per year paid directly from the ADB after 

submitting an acceptable plan.1 The comparison districts were also given health care 

management consulting services and management training as part of the Basic Health Services 

Project. Those districts randomized into treatment that were not successfully contracted received 

neither the supplement, management consulting, nor management training (see Table 2).  

 

c. Human Resource Practices under the Project 

The most detailed account of NGO management under the contracting project is Soeters 

and Griffiths’s (2003) article about Pereang district of Prey Veng province, operated under the 

contracting-in model by HealthNet International (HNI). The contractor viewed staff motivation 

as the key challenge it needed to overcome, and implemented a performance-based incentive 

system. After trying to implement direct subcontracts with all staff members, the contractor 

decided to subcontract with the managers of the health centers and hospital under its control, 

who would in turn establish contracts with the staff members they supervised. Staff members 

received a guaranteed supplement of 55% of their government salaries plus a 30% performance 

bonus and a 15% punctuality bonus. HNI designed a user-fee system with the goal of formalizing 

part of the substantial out-of-pocket patient expenditure, bringing it into a system where it could 

be monitored. Service prices were set with patient community consent at about 60% of the 

prevailing market price, which the NGO determined was adequate to make private practice 

                                                
1 Most of the comparison districts proposed to utilize the budget supplement to conduct 
immunization outreach activities. Audit irregularities were often encountered in three of the four 
districts. The amounts actually used by comparison districts was often less than the full $0.25 per 
capita. 
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unattractive for most. User fees thus collected paid about half of staff incentives, with the other 

half coming through the NGO. In addition to the monitoring activity of the Ministry of Health, 

which was shared with all contractors, HNI conducted its own surveys and spot checks. 

While the contracting-in budget supplement was intended to boost the operating funds 

sent through government channels, in general the contracting-in contractors used it to provide 

incentives to their staff instead. Within the first few weeks of taking over their districts, the 

contracting-in contractors discovered it was impossible to motivate their staff members to work 

or to enforce regulations without salary supplements. Contractors in all five treated districts 

implemented performance-based incentives for staff. In the three contracting-in districts, this 

typically consisted of a fixed supplement to staff members’  government salaries plus a 

performance-based bonus. The two contracting-out districts implemented fixed salaries 

considerably higher than the government previously paid, with the incentive provided by the 

possibility of dismissal. Two of the five treated districts attempted to ban private practice by 

employees, while the other three tried to restrict it by forcing staff to attend their assigned hours 

in the health center. Encouraged by the Ministry of Health, the contractors and the district health 

management teams in the comparison districts implemented user-fee systems. By 2003, nearly 

all facilities in treated and comparison districts had established user-fee systems that contributed 

to the payment of staff salaries and incentives. 

All of the successful bidders hired expatriates for some management and advisory roles, 

with about 0.5 to 3.0 expatriates per district at any given time. They typically filled the role of 

district manager, overseeing between about 60 and 120 local staff. Annual salaries for expat 

managers ranged widely between about US$15,000 to US$60,000. Expatriate staff included 

Europeans, North Americans, and Asians. 
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d. Data and Randomization Quality 

We collected data on individual health care outcomes and care-seeking behavior from a 

random sample of 30 villages in each of the 12 districts involved in the contracting project. 

About 20,000 individuals in 3,700 households are included in the samples. A baseline survey 

was conducted in 1997 before interventions were made, and a full follow-up was conducted in 

2003. While the same villages were sampled in both survey years, within villages a new random 

sample of households was taken each time. The data is thus a panel at the village level and a 

repeated cross-section at the household level. The 2003 follow-up also included questions about 

respondents’  perceptions of the quality of care at government facilities. A separate survey of the 

143 health centers in the project area was also conducted in 2003. Administrative data on public 

expenditures during the project years was compiled from Ministry of Health records in 2004.  

We have baseline data for 22 of the outcomes we will examine in the paper, and can use 

it to examine how well balanced our randomization was. Our treatment effects regressions show 

that baseline levels of three outcomes for each variant have coefficients that are statistically 

significant at 5% under clustering, and that one for each variant have coefficients that are 

statistically significant at 5% under randomization inference. Under random assignment, we 

would expect one significant coefficient at 5% for each of the two variants. 

Contracting out had significant baseline coefficients on the following outcomes at the 

following levels: receipt of vitamin A by children under 5 (5% under clustering, 10% under 

randomization inference), treatment of diarrhea in children under 5 who have symptoms (5% 

under clustering only), and private health spending (5% under both clustering and randomization 

inference). Contracting in had significant coefficients on the number of village outreach visits 
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during the past month (5% under clustering and randomization inference), and a negative 

coefficient significant at 10% under clustering on not giving water away from newborns under 

one month old.  

 

3. A Model of Health Service Provision  

The pre-existing Cambodian health system involved a combination of government clinics 

with very flat incentives and de facto unregulated fee-for-service private practice, in which 

providers had steep incentives, but these incentives were only to provide health services privately 

beneficial to the patient, rather than to take into account public health benefits (for example of 

vaccination). Moreover, since patients observe only a noisy signal of health, private providers 

may have had incentives to provide services that made people feel better in the short-run, like 

glucose drips. The program created incentives to focus on the targeted indicators, and led to 

restrictions on private practice. 

A Holmstrom-Milgrom (1991) framework suggests that contracts linking incentives to 

the 8 targeted outcomes will lead to better performance on those measures, but how it affects 

other outcomes depends on whether effort directed at those non-targeted outcomes is a 

complement or substitute with the targeted outcomes. Either scenario is plausible. For example, 

it could be that the incentives provided to the contractor cause contractors to create incentives for 

health workers to reduce absence from the facilities, and that this is complementary with 

providing other types of care. On the other hand, facilities might shift resources away from 

unmeasured care to targeted outcomes.  

 We will formalize this idea in a simplified Holmstrom-Milgrom (1991) framework. 

Suppose there are two health outcomes. The agent has control over two kinds of effort that are 
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costly to exert. Suppose only one of the outcomes is contractible. Denote the outcomes C  and 

NCand the effort types e1  and e2  and let them be produced as follows 

 

 
C = f (e1,e2) + !
NC = g(e1,e2) +"

. (1) 

 

The agent cares about compensation w  as well as the cost of exerting effort, 

 

 u(w,e1,e2) = w ! c(e1,e2) . (2) 

 

Agents are paid a linear wage in the amount of the contracted outcome produced 

 

 

!  

w = " + B#C. (3) 

 

The agent’s first order conditions are 

 

 
dc
de1

= B
df
de1

;  
dc
de2

= B
df
de2

. (4) 

 

Note that the function g(e1,e2) does not appear in the first order conditions. The agent chooses 

effort only according to the tradeoff between the cost of effort and the marginal increase in C 

output that results from effort. Increasing B will typically increase C, but may increase or 

decrease NC.  
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 This simple framework does not consider the possibility that the NGO and Ministry of 

Health view themselves as being in a repeated game setting. In such a setting, the Ministry would 

plausibly learn both C and NC after the contract finishes, and could use that information in 

deciding whether to accept another bid from the NGO for a further contract. Substituting away 

from non-targeted outcomes that the Ministry of Health cares about would tend to be muted to 

the extent an additional contract is desirable to the NGO. 

 

4. Empir ical Approach 

There are two main empirical challenges to estimate program impact. First, not all 

districts initially assigned for treatment were treated. Second, random assignment was at the 

district level, reducing power. Simple comparisons of actually treated districts with others could 

yield biased estimates of program impact if districts dropped out because they were known by 

NGOs to be difficult to work in, or because few NGOs had ever worked there before. As 

discussed in Subsection 4a, we use the initial randomization of treatment as an instrumental 

variable for actual treatment. This produces an estimate of the effect of treatment on the treated 

(TOT) that, in expectation, expunges the variation in actual treatment that may have come from 

sources other than random assignment. 

As discussed in Subsection 4b, we address the fact that randomization at the district level 

requires us to take care in computing standard errors. We use both the techniques of clustering at 

the district level and of randomization inference. We also report the average effect of contracting 

across a family of related outcomes that comprise a domain of interest. An example of a family is 

the eight service-delivery outcomes explicitly targeted by the program for improvement. We 

discuss this technique in Subsection 4c. 
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a. Estimation of per-comparison causal effects 

We report intention-to-treat (ITT) and treatment-on-treated (TOT) causal effects (Imbens 

and Angrist 1994, Angrist, Imbens, and Rubin 1996). The ITT tells us the effect on a health care 

outcome of being in a district randomly selected for health-care contracting. The TOT tells us the 

local average treatment effect (LATE) on a health care outcome of actually being subject to a 

contracted health care system due to random assignment. (Thus, we can’t necessarily generalize 

about what would have happened if the program were implemented in districts where no 

acceptable bids were received.) 

Our basic regression ITT model for the effect of the program on a particular outcome 

yivdpt for an individual i  from villagev , districtd , and province p  at time t  is: 

 

yivdpt = ! 0 + ! 1I d
CI " R + ! 2I d

CO" R + ! 3I t
2003 + ! 4I d

CI " R # I t
2003 + ! 5I d

CO" R # I t
2003 + $Xivdpt%+ ppt + &ivdpt . (5) 

 

The dummy variables I d
CI ! R  and I d

CO! R  indicate a district’ s random assignment. !Xivdpt is a vector 

of individual characteristics which we include in some specifications. The ITT effect of 

contracting-in and contracting-out are ! 4  and ! 5 , respectively. The province-by-year fixed 

effects ppt reflect the quasi-stratification of the randomization by province and absorb time-

varying shocks at the province level. 

 Our regression model for the TOT is similar: 

 

yivdpt = ! 0 + ! 1I d
CI " T + ! 2I d

CO" T + ! 3I t
2003 + ! 4I d

CI " T # I t
2003 + ! 5I d

CO" T # I t
2003 + $Xivdpt%+ ppt + &ivdpt . (6) 
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In this case, I d
CI ! T and I d

CO! T  are dummy variables for a district’ s actual treatment status. We 

estimate this latter equation using I d
CI ! R  and I d

CO! R  as instrumental variables for actual treatment 

status. 

 Two notes of caution are warranted in interpreting the results. First, in many tables, 

constants in our regressions differ from baseline values of variables for the comparison districts 

because of the inclusion of province-by-year effects. Second, we estimate linear effects while 

most of our dependent variables are bounded between zero and one. IV estimates may 

occasionally lead to effects that seem to imply that the level of the dependent variable has risen 

above one or fallen below zero.  

 

b. Randomization at distr ict level 

Our analysis examines the effects of district-level independent variables on individual-

level dependent variables. When treatment is constant within the aggregate unit, we must allow 

for errors to be correlated at the aggregate level (Moulton 1990, Donald and Lang 2001). In our 

case, individual outcomes may be correlated due to a district-level trend, such as the 

development of the local transport system or differential recovery from conflict.  

One approach to computing standard errors is to use the cluster-correlated Huber-White 

covariance matrix estimator. Donald and Lang (2001) and Wooldridge (2004) have pointed out 

that asymptotic justification of this estimator assumes a large number of aggregate units. 

Simulations in Bertrand, Duflo, and Mullainathan (2002) show the cluster-correlated Huber-

White estimator performs poorly when the number of clusters is small (<50), leading to over-

rejection of the null hypothesis of no effect.  
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 Randomization inference provides an alternative approach to hypothesis testing 

(Rosenbaum 2002). Consider a simplified setting in which we have observations Yij  on an 

outcome for individuals i residing in clusters j. Suppose we randomly allocate each of the 

clusters to a treatment group and a comparison group, and that Tj = 1 for the treatment group and 

Tj = 0 for the comparison group. We apply a treatment to the treatment group. Then ! T  in 

regression equation (7) represents the average effect of treatment on Yij , 

 

Yij = ! + " TTj + #ij . (7) 

 

Denote the set of all possible assignments from the randomization process { Pj } . We call the Pj  

placebo random assignments. Now consider ! P  in the following regression equation: 

 

Yij = ! + " PPj +#ij . (8) 

 

Since Pj  is a randomly generated placebo, E(! P ) = 0 . Let F(!̂ P )  be the empirical c.d.f. of !̂ P  

for all elements of { Pj } . We can now perform a hypothesis test by checking if our measured 

treatment effect is in the tails of the distribution of placebo treatments. We can reject H0 : !̂ T = 0  

with a confidence level of 1 ! "  if !̂ T " F#1(
$
2

) or !̂ T %F#1(1#
$
2

) . Since the placebo 

assignments Pj  only vary across clusters, this method takes intracluster correlations into account. 

In practice, we use the method employed to make the actual random assignment, 

described in Section 3, to generate the full set of potential unique assignments of the twelve 
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districts to the comparison group and contracting-in and contracting-out treatment groups. There 

are 6,480 unique random assignments, which were equally likely to occur. We then compute 

placebo treatment effects for each of these random assignments using the placebo version of our 

ITT estimating equation (5). We compute a p-value by noting where the true effect lies in the 

distribution of placebo effects. 

We note that this technique has low power relative to more parametric approaches when 

the true effect is large because it puts not even minimal structure on the error term. To see this, 

consider a hypothetical example with six clusters. The randomization process selects two clusters 

to be in the treatment group and the remaining clusters to be in the comparison group. There are 

15 combinations in the set of placebo randomizations{ Pj } , each of which has an equal 

probability of being selected of 
1

15
= 6.7%. This means that neither the largest nor the smallest 

!̂ P  can fall within the 2.5% tails of the distributionF(!̂ P ) . Randomization inference would thus 

fail to reject the null hypothesis of no treatment effect with 95% confidence no matter how large 

the difference between treatment and comparison and how small the differences within groups, 

since it is always impossible to reject the hypothesis that errors take the form 

!  

" x  with 

probability 1/3 and 

!  

x 2 with probability 2/3, where 

!  

x is the difference between groups. If one 

were willing to impose that errors were single-peaked, however, one would reject the null if the 

difference between the treatment and comparison groups were large enough relative to the 

differences within the groups. Randomization inference is in this sense a low power test relative 

to one that imposes even minimal structure on the error term. We present hypothesis tests based 

both on clustering and on randomization inference below. 
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c. Summary measures of causal effects 

We have very low power in testing individual effects, but many of the outcomes we 

believe will be affected by contracting fall into families. To the extent that outcomes within 

families are not perfectly correlated, looking at families can help increase our power. We are 

interested in the magnitude of the average effect of treatment on entire families of outcomes and 

whether it can be distinguished from the null hypothesis of no average effect. In order for the 

average effect to be meaningful, each of the outcomes  k = 1K K in each family is scaled so that 

the treatment effects ! k  are positive if they are desirable.  

More specifically, we seek to test the one-sided hypothesis 

 

 
H0 : (! 1,K,!

K
") = 0 vs. H

a
: (! 1,K,!

K
") #O+ , (9) 

 

where O+  is the positive orthant. Following O’Brien (1984), Tamhane and Logan (2003), and 

Kling, Katz, Leibman, and Sonbanmatsu (2004), consider the measure of average effect size !  

over the family of K  outcomes 
 
{ykdt | k =1KK}  in which each treatment effect is normalized 

by the standard deviation ! k  of the change in the outcome 

!  

" ykdt, where 

 

! =
1
K

" k

# kk=1

K

$ .2 (10) 

 

                                                
2 Alternative ways of weighting the treatment effects include using the first principal component. 
If the first principal component accounted for a good deal of the variation in outcomes, we might 
be persuaded that a single dimension, such as provider effort, drives the outcomes. We have 
explored this possibility, but found that first principal component accounts for only a small part 
of the variation in our outcomes. 
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O’Brien (1984) showed that ! could be used to test a restricted version of hypothesis (9) that 

includes the additional assumption of a constant treatment effect across outcomes within the 

family: ! k " k = # $ k . O’Brien’s method thus tests the modified hypothesis H0 : ! = 0  

against HA : ! > 0 .  

 Let tK be the K ! 1 vector per-comparison t-ratio for each of the treatment effects. 

Let Rbe a K ! K  matrix with elements  ! kl = Corr(ykdt ,yl dt )  and j  be a K ! 1 vector of ones. 

Then the then the t-ratio for !  in testing hypothesis (9) is given by equation (11) 

 

t! =
j TtK

j T R̂ j
. (11) 

 

O’Brien showed that the ratio t!  is t-distributed with n ! 2  degrees of freedom.  

 Because our outcomes are defined over different groups of individuals (e.g. children 12-

23 months old, women who have given birth in the past year), we aggregate outcomes to a 

common level, such as the village, to obtain a consistent unit of observation: 

yvdtk = ! 1 + ! 2I d
CI " T + ! 3I d

CO" T! 3I t
2003 + ! 4I d

CI " T # I t
2003 + ! 5I d

CO" T # I t
2003 + ppt +$vdkt

= W%k +$vdkt

. (12) 

Our joint equation is estimated by instrumental variables, again using random assignment as an 

instrument for treatment 

 

 

yvdt1

M
yvdtK

!

"

#
#

$

%

&
&= I K ' W( )( + ) vdkt . (13) 
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Coefficients in !  form the inputs into our average effect size calculations.  

 

5. Health Care Results 

 We explore the causal effects of the program on five families of health care outcomes, 

looking at both effects at the discrete outcome and family level. Subsection 5a considers health 

center management, the domain under the most immediate control of the contractors. 

Subsections 5b, 5c, 5d, 5e and 5f consider targeted outcomes, non-targeted outcomes, final 

health outcomes, curative care seeking behavior, and finally consumers’  perception of quality. 

 

a. Health center  management 

We would initially like to understand something about what practices contractors 

engaged in as a result of the program. Health centers in contracting project districts were 

surveyed in 2003 to collect information on how they ran their facilities, what services were 

available, and how well supplied they were. The survey visits were unannounced to help ensure 

an accurate account of the condition of the health centers. A baseline survey was not conducted 

because very few permanent facilities were operating in 1997. We therefore analyze the survey 

using the simple differences between the treated groups and the comparison groups.  

We construct 18 measures of health center activities (Table 3). Both variants had positive 

point estimates for there being a permanent, functioning health center building. The 23.6 

percentage point contracting-in effect was significant at 5% under clustering. The comparison 

mean was 74%. (It is possible the contracting effects on facility construction were greater earlier 

in the program.) Because opportunity and travel costs to visit the health center can be high, 

people may be unlikely to go if they are unsure if staff will be available. Round-the-clock service 
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could be an important factor in patients’  shift toward public facilities. Contracting-in made it 

much more likely that round the clock services would be reported to be available at the health 

center. The contracting-in effect is a very large 83 percentage points and is statistically 

significant. The contracting-out effect is 47 percentage points but not significant. Both variants 

had large positive point estimates on health centers being open and treating patients during an 

unannounced visit. The 48 percentage point contracting-in effect was significant at 5% under 

clustering. Contracting-in and contracting-out increased the probability that all scheduled staff 

would be present by 50 and 79 percentage points, respectively. These effects were significant at 

5% and 1% under clustering. Unfortunately we do not have more detailed information on the 

fraction of staff present. Neither the receipt of support from additional NGOs or the accuracy of 

health center registers was statistically significantly affected by the contracting variants. 

Contracting-in had a point estimate of 25 percentage points on the health centers offering 

delivery services, against a comparison mean of 52%. The contracting-out point estimate was 40 

percentage points. Neither was statistically significant. 

User fees were common in 2003, with 71% of comparison health centers charging them. 

The contracting variants did not have statistically significant positive effects on them being in 

place.  

Having user fees clearly posted can help prevent staff members from overcharging 

patients. Contracting-in and contracting-out respectively had 24 and 28 percentage point effects 

on user fees being clearly posted, against a comparison mean of 77%. The contracting-in effect 

was statistically significant at 5% under clustering.  

Contracting out increased the level of supervision of health centers. This variant saw an 

increased number of supervisor visits to the health center during the previous three months by a 
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dramatic 5.7 visits against a comparison mean of 2.5 visits. This effect was significant at 1% 

under clustering and 10% under randomization inference. Contracting-in had a small and 

statistically insignificant point estimate. The contracting variants did not have an effect on the 

supervisor’s reported activities during the visits to the extent we can measure them. Contracting-

out NGOs had larger budgets under their control, which may have made it easier for them to 

apply more resources to site visits. Similarly, contracting-in caused a decrease of 2.7 in the 

number of outreach visits in the past month against a comparison mean of 14.3. While this figure 

was not significant, management efficiency as measured by number of actual visits less 

scheduled visits was a statistically significant and 0.2 higher for contracting-in against a 

comparison mean of -0.1.  So contracting-in resulted in significantly fewer scheduled visits yet a 

higher ratio of actual to scheduled visits. 

We constructed indices that measured how many of 22 required pieces of equipment 

were present and functioning in the health center and how many of 41 required supplies were 

present. Point estimates of the contracting effect on the equipment index were positive for both 

program variants. Contracting-in showed an increase in the index of 3.5 against a comparison 

mean of 15.0 that was significant at 1% under clustering and 10% under randomization 

inference. Contracting out had an effect of 3.0 that was significant at 10% under clustering. 

Contracting-in and contracting-out had statistically significant effects of 5.5 and 8.9 on the index 

presence of required supplies, with the comparison districts averaging 25. The effects were 

significant under clustering at 1% and 5%, respectively. 

We view 11 of the 18 health center management outcomes as positively related to 

management quality in a clear way, and construct an average effect size measure based on them 
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(Table 3).3 Both contracting-in and contracting-out had statistically significant effects under 

clustering and randomization inference. The contracting-in average effect was about 0.6 

comparison group standard deviations, while the contracting-out effect was 1.1 comparison 

group standard deviations. The two effects are different from one another (p<0.01), so we 

conclude the while both variants substantially improved management, contracting out did so 

even more than contracting in.  

 

b. Targeted outcomes 

 This subsection first presents histograms on targeted outcomes, and then per comparison 

and average effect estimates. To show robustness, we also report an alternative estimator that 

controls for household wealth.  

Before plunging into statistical analysis of program impact, it is worth examining 

histograms of the percentage point changes in district level average outcomes (Figures 1a and 

1b). Note first the tremendous overall improvement in Cambodia over the period. It is also clear 

from histogram that the changes in some variables, such as use of public facilities, are much 

larger for the treated districts than either the comparison districts or the districts in which 

treatment was not taken up. The variance within the treated and not-treated groups is clearly less 

than the variation across groups. The picture for antenatal care receipt by women who had a 

child in the past year is similar. Changes in comparison districts and not-taken-up districts are 

                                                
3 The 11 outcomes are whether the permanent health center building is constructed and open, the availability of 24-
hour service at the health center, on an unannounced visit whether the health center was open and seeing patients 
and whether all scheduled staff were present, availability of child delivery service, for health centers with user fees 
whether the fees are clearly posted, the number of supervisor visits in the past three months, the number of outreach 
trips undertaken in the past month, an index of equipment that should be installed and functional, an index of drugs 
and other supplies available, and whether the health center offers the full set of childhood immunizations. 
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roughly comparable. Note that the large differences between actually treated and not-treated 

districts will show up as large standard errors in our regression.  

Per-comparison ITT regressions are shown in Table 4. Recall that they are all estimated 

in levels. All outcomes show large and statistically significant increases between the baseline and 

follow-up, in five of eight cases more than doubling. The background for the treatment effects is 

thus a strong secular increase in service provision, driven perhaps by general recovery in 

Cambodia, the large expansion of national health infrastructure under the Basic Health Services 

Project, competition between NGOs and the Ministry of Health, and improvements in the 

management of vertical programs like immunization. Over the study period, the number of 

functional rural health centers in Cambodia increased from 60 to more than 900.  

The bolded figures show estimated program impact. The point estimates of ITT effects 

are nearly all positive, though the standard errors are fairly large, reflecting the limits put on the 

sample size by the twelve-district randomization. They are statistically significant for the use of 

public facilities when sick under both contracting-in and contracting-out (1% under clustering; 

10% and 5% under randomization inference, respectively), for adequate antenatal care for those 

recently pregnant under contracting-in, and for vitamin A receipt by a child under contracting-

out. P-values under randomization inference are substantially smaller than those under 

clustering, but do not change the overall pattern of statistical significance. 

TOT effects are large and statistically significant in four of eight outcomes (see Table 5). 

Contracting-in and contracting-out led to 18 and 29 percentage point increases in the choice of a 

public sector facility when needing a curative care consultation (significant at 1% under 

clustering and 10% and 5%, respectively, under randomization inference), very substantially 

above the 4% baseline level for the comparison group and its 8 percentage point increase by 
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2003. Contracting-in caused a statistically significant 36 percentage point increase in the receipt 

of antenatal care by pregnant women, compared to a baseline level of 11% in the comparison 

group and over a 22 percentage point comparison increase by 2003. Contracting-out caused a 

statistically significant 42 percentage point increase in vitamin A receipt by children over a 

comparison increase of 23 percentage points and against a baseline comparison ratio of 43%. 

Contracting-in and contracting out led to 18 and 30 percentage point increases in the use of a 

health care facility for delivery against baseline level of 4% (significant at 1% under clustering in 

both cases and 10% and 5%, respectively, under randomization inference).  

Both variants had substantial positive effects on child immunization, though only the 

contracting –in effect was significant (10% under clustering). Note that immunization increased 

very strongly in comparison districts between the surveys, going from 34% in 1997 to 81% in 

2003. In this and a number of similar cases in the paper, there is limited scope for increasing 

immunization over and above the comparison group change, even though the final few percent 

may contain the most difficult cases to administer. 

Contracting-in and contracting-out improved targeted outcomes an average of about 0.51 

and 0.54 standard deviations more than the comparison group (Table 5, final column). These are 

very large average effects. The hypothesis of no average positive effect is rejected at 1% under 

clustering for both variants and at 1% and 10% under randomization inference for contracting in 

and contracting out, respectively. Contracting clearly caused large gains in the coverage ratios 

targeted by the program. These gains are even more impressive when we consider that 

comparison districts were encouraged by the Ministry of Health to compete with the contracted 

districts in these areas. We have explored whether the average effects of contracting differ across 
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variants or between the upper and lower halves of the wealth distribution within variants, and fail 

to reject the null hypothesis of no difference in both cases.  

It is worth considering results from an alternative specification that seeks to control for 

time-varying district-level economic shocks, for example, from differential economic recovery 

following 25 years of conflict or shocks to agricultural output and prices. Table 6 shows 

specifications that include controls for household assets in the per-comparison results. This will 

not be our main specification due to concerns about the endogeneity of household assets, though 

we believe that they are unlikely to have been significantly affected by the program. To the 

extent that they were affected, we would expect the bias induced by including them in our 

treatment regressions to be toward zero: As discussed below, the program reduced private health 

expenditure, presumably freeing up some income to be spent in part on the assets in our index, 

assuming they are normal goods. People with more assets are likely to be better able to access 

publicly provided services. With asset controls, the expected value of the estimated treatment 

effects will be the true effect less the product of two positive quantities—the effect of the 

program on assets and the effect of assets on service receipt. Our argument about bias is more 

fully developed in Appendix A. 

Average TOT effects of the program on wealth are small and statistically insignificant, 

suggesting the program itself did not have a measurable effect on wealth (Table 6, Panel A). 

Controlling for assets improves the fit of the per-comparison TOT regressions slightly (Table 6, 

Panel B). For example, contracting-in now has TOT effect of 12.4 percentage points on delivery 

in a health facility that is statistically significant at 10% under both inference methods. Overall, 

the size of the per-comparison effects is similar to regressions that do not control for assets. The 

average TOT effects of contracting-in and contracting-out on targeted outcomes controlling for 
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assets are 0.63 and 0.67 standard deviations, respectively, and are statistically significant at 5% 

under both methods. It is reassuring to know that effects are similar under this specification. 

 

c. Non-Targeted outcomes 

 In section 4 we described the possibility that contractors could take advantage of the 

incompleteness of their contracts to divert resources away from outcomes on which they were 

not being explicitly evaluated. We now consider a set of six outcomes that were not explicitly 

part of the contracts between the Ministry of Health and the contracted NGOs but are 

nonetheless likely to be important. They are treatment of diarrhea in children, the number of 

antenatal services (excluding a blood pressure check, which was targeted), whether individuals 

report that an outreach team has visited the village in the previous four weeks, whether a mother 

breastfeed a newborn within six hours of birth, whether a mother gave a newborn water in the 

first month of life, and knowledge of AIDS risk factors.4 Data was collected about them along 

with the contracted outcomes in the baseline and follow-up surveys. While it is unclear how they 

fit into the Ministry of Health’s objective function, they all can have significant impact on the 

well being of individuals. 

Overall, the program had little effect on non-targeted outcomes (Table 7). I think we 

might want to rephrase this, here and elsewhere as saying effects are not statistically significant.  

Contracting-in had a statistically significant positive TOT effect of 18 percentage points on an 

outreach visit to the village in the past month (significant at 5% under clustering and 1% under 

randomization inference). Contracting in improved knowledge of HIV risk factors by a 

                                                
4 The additional antenatal services considered are checking the abdomen and feet, blood and urine test, anemia eye 
check, dispensing iron tablets, and advice about food during pregnancy and the danger signs of pregnancy and child 
birth. Breastfeeding within the f irst hours of birth allows the transmission of colostrum to the baby, which important 
for its immune system. Water should not be given to babies under six months old because of the danger of disease 
transmission. 
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statistically significant 21 percentage points. Contracting out had a positive effect on the 

treatment of diarrhea, which we define as the administration of oral rehydration solution, salted 

soup, or an IV. The point estimate was 14 percentage points and is significant at 10% under 

clustering. Both contracting-in and contracting-out had positive point estimates for mothers 

being more likely to give newborns water during the first month of life, an undesirable practice 

since water can carry disease, though only the contracting-out coefficient of 9.3 percentage 

points was statistically significant (10% under randomization inference). This practice was 

universal in 1997, and declined to 95% in comparison districts in 2003.  

Overall, contracting-in had a positive average estimated effect on non-targeted outcomes 

of about 0.3 baseline comparison group standard deviations, though the effect was not significant 

and much smaller than its 1.0 standard deviation average effect on targeted outcomes. 

Contracting-out had a negative average point estimate of 0.3 standard deviations, compared to 

1.1 standard deviations on the targeted outcomes, though this estimate is also not statistically 

significant. Treatment effects were not statistically significantly different between the top and 

bottom of the wealth distribution for either variant. These results alleviate the concern that the 

incomplete nature of explicit contracts would lead the variants to have large negative effects on 

non-targeted outcomes.  

 

d. Final health outcomes 

Improvement in final health outcomes such as mortality and morbidity are the ultimate 

goals of an improved public health system. Logically, intermediate outcomes such as increased 

vaccination should be associated with reduced mortality, but it is difficult to pick up mortality 

effects without prohibitively large samples. For example, given the variation we observe and our 
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cluster design, we would need a sample at least eight times larger to have a 50% chance of 

observing a 20% change in infant mortality due to contracting. It may easier to detect effects on 

more common outcomes, such as illness or diarrhea.  

We have data on three final health outcomes. We found that contracting out reduced the 

chance of an individual reporting they were sick in the past month and this was significant at 5% 

under randomization inference on (see Table 8). Contracting out also reduced the incidence of 

diarrhea in children under five at 10% significance under randomization inference. We found no 

significant effect on whether a child born in the past year remained alive, though our sample is 

too small to detect typical changes in mortality.  

To examine the average effect of contracting on final health outcomes, we recode 

diarrhea incidence and reported illness so that a good outcome is one and a bad outcome zero. 

Contracting out had a positive effect on final health of 0.62 standard deviations that was 

significant at the 5% level under clustering. Contracting in had a very small and insignificant 

negative point estimate. 

 

e. Care-seeking behavior 

We have already seen that one goal of the contracting experiment was to increase the use 

of public health facilities for curative care, and that both the contracting-in and contracting-out 

variants did so. We noted earlier that in 1997 patients had high out of pocket expenses. Patients 

frequently consulted unqualified drug sellers and traditional healers and saw government 

workers in their own private practices. In this section we will investigate how the program 

affected individual care-seeking behavior in more detail.  
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We have data on the type of provider sought for all family members who were ill and 

consulted a care provider during the previous month. There are four categories of providers: 

traditional healers, drug sellers, trained providers in private practice, and trained providers in 

public practice. Trained public providers are members of the government health service 

operating in their official capacity at public facilities. Trained private providers are qualified 

medical personnel operating on their own account, some of whom may be members of the 

government health service working outside or instead of their official duties. Trained providers 

include medical doctors, medical assistants, nurses, and midwives. Drug sellers include all 

vendors that sell drugs. Many also dispense advice, and almost none are pharmacists. Most are 

simply traders.  

We first examine care-seeking behavior for all household members during the past 

month. We do not condition on whether they were sick, since this is potentially endogenous. At 

baseline, about 17% of individuals visited a provider in the past month. Of those who did, about 

48% saw unqualified private providers (drug sellers and traditional healers), 44% saw private 

providers, and 8% saw public providers,. Household members were about 3.6 and 5.4 percentage 

points more likely to consult a public provider under contracting-in and contracting-out, 

respectively, compared to a comparison group baseline of 0.6% (Table 9). Both effects are 

statistically significant, though the contracting-in effect only reaches the 10% level under 

randomization inference. Both variants had negative point estimates on visits to unqualified 

providers; the contracting-out effect of negative 9.8 percentage points was statistically significant 

at the 5% level under randomization inference. Contracting-out discouraged visits to a private 

provider by 9.0 points against a baseline comparison level of 9.5% (statistically significant at 

10%).  
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We perform a similar analysis of the care choices of those household members who were 

sick and visited a provider and found similar results (Table 9). The conditional average effects 

analysis treats visits to biomedically trained providers as positive and visits to drug sellers and 

traditional healers as negative. Contracting-in and contracting-out increased visits to a trained 

provider conditional on visiting a provider by 0.67 and 0.70 standard deviations, respectively. 

(The latter effect is statistically significant at only 10% under randomization inference.) The 

program did not explicitly target moving patients away from drug sellers or traditional healers, 

but reducing the use of these untrained providers is likely to improve public health, whereas 

shifting from private to public providers may or may not. We fail to reject the null hypothesis 

that the contracting-in and contracting-out average effects are equal. Point estimates of the 

impact of both variants are larger in the bottom half of the wealth distribution, though the 

differences are not statistically significant. 

Interestingly, although “ revealed preference”  suggests the program made public clinics 

more attractive, we will see in the following subsection that patients had a poorer perception of 

the quality of care in those districts.5 

 

 

 

f. Consumer Perception of Quality 

The 2003 follow-up survey asked a set of questions about the experience of household 

members who had sought care from public health facilities in the past year. The survey asked 

respondents: “Based on the experience of your household members, please give me your honest 
                                                
5 It is at least theoretically possible that some of the switches from public to private health care are due to reductions 
in the supply of private care from restrictions imposed by the NGOs, so this may not reflect increases in the 
attractiveness of the public clinics.  
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opinion about the quality of the services at the health center/outreach?” Respondents were asked 

to give their opinion of whether in the most recent visit the staff was honest, caring, and polite, 

whether the staff was competent, whether the facility was well supplied, and whether the cost 

was low. 

The TOT point estimates for contracting-in and contracting-out on quality perception are 

mostly negative for health centers (Table 10). Contracting-out had statistically significant 

negative effects of 20 percentage points on views of staff attitudes (significant at 10% under 

clustering and 5% under randomization inference), 18 percentage points on competence 

(significant at 10% under randomization inference and 5% under clustering), and 12 percentage 

points on how the facility was supplied (significant at 10% under clustering). Comparison means 

were 63%, 50%, and 50% respectively. Average effects point estimates on quality perception for 

both health centers and outreach for both contracting-in and contracting-out were negative. The 

0.25 standard deviation negative effect contracting out had on perception of health center quality 

was the only one with statistical significance (5% under clustering). Average effects on 

perception of health center quality were not statistically significantly different across the top and 

bottom of the wealth distribution, though the effect size coefficients were only negative for the 

richer half. Point estimates were also negative for outreach (not shown), though none were 

statistically significant. 

Given the results we have seen on residents’  revealed preference for public providers and 

the improvement of facility management under contracting, these findings are striking. Several 

explanations are possible. First, this may be a statistical artifact. Contracting changed the 

composition of people visiting health centers, in part drawing in people who would otherwise be 

visiting drug sellers. The set of patients was thus not held constant. One possible explanation for 
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lower perception of care quality is thus simple sorting: the group of individuals visiting health 

centers now has a different idea on average about what constitutes quality care. There may be 

more substantive reasons as well: 1) There are fewer health centers than drug sellers, so people 

have to travel a greater distance and may have to wait longer to receive care at a health center. 2) 

Discussions with contracting managers revealed they believed they had a different view of 

appropriate care than typical Cambodian providers, who may be more willing to provide 

treatments such as vitamin injections and glucose drips, corroborating the anthropological 

evidence discussed earlier. The contracting treatment emphasized a more biomedical approach, 

which is not necessarily what patients want. The managers may have imposed a different 

standard of care in the health centers more in line with their own views. For example, some 

contractors forbade the practice of giving vitamin injections when they were not clinically 

warranted, even though this practice reportedly made patients feel they had been given a more 

powerful treatment. Contracting-out providers had more influence over the behavior of their staff 

in this regard, since views about such matters could be a criterion for hiring. 

 

6. Health Expenditures 

The contracting project affected public and out-of-pocket health care spending. In this 

section, we will explore the effects of the program on spending in detail. We will first discuss the 

decrease caused by the program in out-of-pocket spending by individuals on curative care 

procedures. We will then show the project led to increases in public spending and compare these 

increases to the effects of spending on targeted outcomes. Lastly we will put together our 

information on out-of-pocket and public spending together to show the project probably had a 

neutral to negative effect on overall health care spending.  
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a. Out-of-pocket spending 

The baseline and follow-up surveys asked respondents about the out-of-pocket curative 

health care expenditures made by each individual in the household during the previous month. 

We will use this data to analyze the effect of contracting on annualized per capita out-of-pocket 

spending. There are some complications with this exercise. First, self-reported medical 

expenditures are thought to be very sensitive to framing effects and can vary considerably across 

surveys. Examining changes in spending recorded using the same survey instrument should 

mitigate this bias to some extent, though we should expect the data to be noisy. Second, the 

individual spending data is non-normally distributed with large outliers. In 1997, 87% of 

individuals reported no expenditure during the past month, while the 99.5th percentile of the 

distribution was $927 (2003 USD). Recall that Cambodia’s annual per-capita GDP is only about 

US$280. The mean of such a distribution will be very sensitive to changes in the upper tail. 

Inspection of these upper-tail observations show that some appear to be plausibly large given the 

symptoms reported and providers consulted—for example, a 78-year old man who reported chest 

pains and was treated at a hospital in Vietnam. However, others appear inconsistent with those 

characteristics, such as a young woman complaining of a sore throat who spent $80 at a drug-

seller.  

Mean spending levels were very high, perhaps implausibly so for a country as poor as 

Cambodia. At baseline mean out-of-pocket medical spending was $26.98 (USD 2003), or nearly 

10% of per-capita GDP. The high mean is largely due to a small number of reports of extremely 

high spending. District-level spending in 1997 and 2003 is positively but weakly correlated when 
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one looks at the full data, but highly correlated when one trims the tails. We will report results 

both for the whole data and when we trim potentially implausible observations.  

Regardless of whether one uses trimmed or untrimmed data, contracting out had a 

negative effect on out-of-pocket health spending, while contracting in had no statistically 

significant effect (Table 11). The contracting out TOT effect is a large and statistically 

significant negative $55.86 (2003 USD) when we look at the full, untrimmed data in column 1, 

though note that there is also a large and statistically significant difference in the initial level of 

out of pocket spending of $47.26.6 Column 2 shows annualized private spending excluding the 

upper and lower 0.5% tails of the expenditure distribution, while column 3 shows spending with 

suspiciously large observations dropped.7 Both of the trimmed specifications show smaller 

though still significant negative effects from contracting out (-$21.12 and -$15.61) and no 

significant effect for contracting in. (The contracting out effect when suspiciously large 

observations are dropped is only significant at 10% under clustering.) 

We further explore this issue by computing the ITT effects of contracting on quantiles of 

the private expenditure distribution (Table 13). The pattern here is consistent with the mean TOT 

regressions: Contracting in does not have a significant effect while contracting out has a large 

and significant negative effect. Interestingly, higher baseline spending in the contracting out 

treated districts is present in all the upper quantiles we examine, and the treatment effect grows 

roughly proportionally.  

                                                
6 Throughout this paper we use a specification that allows for initial differences. In the case of 
this variable there seems to have been such differences, and they are persistent in the trimmed 
data. We therefore do not think it is appropriate to use only the data from the 2003 survey. 
7 We defined as suspiciously large those observations with more than US$100 per capita 
spending per month. There were 114 such observations—about 0.2% of all observations and 
about 1.6% of nonzero observations.  
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Our overall conclusion is that contracting in had no significant effect on private spending 

while contracting out had a strong negative effect. This result is consistent with the reduced use 

of private providers. Given that contracting out was more successful at attracting patients into 

government clinics, its plausible the strong negative effect for this variant may have been due to 

lower patient payments in public facilities.  

 

b. Public health spending 

 The overall change in public health spending associated with the program can be broken 

down into various components. The data on public expenditures cover 1999 through 2003, and 

are based on the actual receipt of funds at the district level. Table 12 presents a breakdown of 

public spending by major funding sources for comparison, contracting in, and contracting out 

districts. We look at the average spending for 2000-2003 and express spending in 2003 USD per 

capita to facilitate comparison with private spending. The project only ran in part of 1999, and 

we will use 1999 spending as a rough baseline later. Direct payments to contractors are reflected 

in row 1. Some other project expenditures, such as ministry-level management and monitoring, 

are reported in row 3. Total spending was $2.56 per capita in contracting in districts, 61% higher 

than the $1.59 per capita spent in comparison districts. Contracting out districts spent $2.94 per 

capita, 85% higher than comparison. 

 The differences in public spending between contracting in, contracting out, and 

comparison districts are mainly due to the contracting program payments. Part of the difference 

also comes from lower budget supplement spending in comparison districts. Recall that projects 

using the budget supplements in comparison districts were subject to auditing irregularities, and 
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a consequence was that comparison districts did not receive the entire $0.25 per capita per year 

for which they were eligible. 

Contracting out increased public health spending by a statistically significant and very 

substantial $3.64 per capita in 2003, against a comparison mean of $1.59 (Column 4, Table 11). 

Contracting in had a smaller effect of $1.76, though this was not significant under randomization 

inference. Neither variant had a statistically significant effect on changes in public spending 

when we use 1999 as a rough baseline and the 2000-2003 average as follow-up (column 5), 

though both coefficients were positive and the contracting out coefficient was large.  

Note also that average total government spending per capita for all of Cambodia was 

$3.14 in this period.8 This is more than double the government funds actually received in our 

comparison districts, suggesting at least one of the following must be true: 1) there is substantial 

spending at the central Ministry level, 2) there is substantial regional inequality, and 3) there is 

substantial leakage. It is possible that the contracting program reduced leakage, so the figures 

may overstate the gap in public funding from the central government. Because the contractors 

were accountable for service delivery targets and were not as entangled in local politics, they 

may have been more successful at getting their budget allocations from the government.  

 

c. Total health spending 

Combining the administrative data on public spending with the survey data on out-of-

pocket spending provides little evidence that the program increased total resources flowing to 

health. Program effects on total spending are shown in columns 6 to 11 of Table 11. Column 6 

shows program effects on total spending for 2003. Neither program effect is statistically 

                                                
8 Based on Cambodia (2004) and World Bank (2006). 



  41

distinguishable from zero, and while positive the size of the contracting in coefficient is fairly 

small compared with mean total spending in the comparison districts. Columns 7 and 8 trim the 

distribution of private spending as discussed above. The coefficients on contracting in and 

contracting out naturally are closer to zero, and still small and insignificant. Columns 9 through 

11 suggest that contracting in had no effect on the change in public spending over the program 

period, while contracting out had a negative and significant effect. These last columns should be 

viewed especially cautiously since they match public spending data from 1999 (the first partial 

year of the project) with private spending data from 1997. 

 

7. Conclusion 

The Contracting of Health Services Pilot Project contracted out management of public 

facilities to NGOs and increased public health spending on those facilities. The project led to 

increases in targeted service outcomes of about one-half standard deviation on average. The 

contracting-in and contracting-out approaches produced similar results, though the greater 

managerial autonomy afforded contracting-out managers appears to have enabled them to make 

greater strides in improving health center management. There is no evidence that contractors 

shifted resources away from non-targeted outcomes, though non-targeted service outcomes did 

not show any larger improvement than the comparison group. There is some limited evidence of 

improvements in individual health. Although the program increased use of public providers, 

contracting led to lower perceived quality of care among users. It is possible this resulted from 

providers adhering more rigidly to the biomedical model, or from the expectations about care 

held by patients who previously visited a traditional healer or a drug seller.  
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The project reduced private health expenditure, so total health expenditure likely 

decreased or stayed constant, suggesting that the approach was a cost-effective way to improve 

health service delivery in the Cambodian districts where it was implemented.  

As we have data on only one (or two) of the set possible policy alternatives to the current 

system, it is impossible to say definitively how results would differ with a purely institutional or 

purely financial intervention. However, we think that the combination of institutional change and 

some additional public spending that we examine is of considerable policy interest because it is 

feasible. Given the low public salaries of government health workers, it may not have been 

feasible to implement a purely institutional change without increased spending. Requiring 

providers to be present more often without paying them more might have violated individual 

participation constraints, and almost certainly would have been politically infeasible. 

It is difficult to assess to what extent, could health services be improved simply by 

spending more money in the existing public sector: One reason to such an intervention would not 

produce good results is that financial controls within the government of Cambodia are weak. 

Using national level cross-sectional data Filmer and Pritchett (1999) found that the impact of 

public spending on health as measured by child and infant mortality is statistically insignificant.  

Close to all differences in outcomes were explained by income and poverty, while independent 

variation in expenditures explained less than 1/7th of 1 percent 

Overall, the contracting project was very effective in improving service delivery in the 

project area. Loevinsohn and Harding (2005) review the global experience with health care 

contracting so far. The approach has been implemented on a large scale (covering 50,000 to 30 

million individuals) in nine countries, and they argue it has proven workable in a wide range of 

environments. However, only the Cambodia project implemented contracting using a 
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randomized design. We believe this makes it a particularly valuable example to learn from. It is 

difficult to assess external validity, particularly since our estimates of treatment effects apply 

only to districts where bids are received. Based on the promising results from Cambodia, 

additional trials seem warranted, both in other (hopefully) post-conflict environments, such as 

Afghanistan and the Democratic Republic of the Congo, and in more stable countries such as 

India, which nonetheless have serious problems in health care delivery. 
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Appendix A: Bias from including household assets in the treatment effects regressions 

 

 What will be the effect of controlling household assets in our treatment effects 

regressions if asset holdings are themselves affected by the program? We are interested in the 

relationship between the true program effects ! 4  and ! 5 , given by the model 

 

yijpt = !0 + !1I j
CI "R + !2I j

CO"R + !3I t
2003 + !4I j

CI "R # I t
2003 + !5I j

CO"R # I t
2003 + ppt + $ ijpt ,  (A1) 

 

and ! 4  and ! 5  from the reduced form regression that includes the asset measure aijpt : 

 

yijpt = ! 0 + ! 1I j
CI " R + ! 2I j

CO" R + ! 3I t
2003

+! 4 #I j
CI " R $ I t

2003 + ! 5I j
CO" R $ I t

2003 + ! 6aijpt + ppt +%ijpt .
  (A2) 

 

Let's suppose that the program affects asset holdings because the program reduces out-of-pocket 

spending on medical care, freeing up income for other purposes. If the assets are normal goods, 

people will buy more of them. Therefore we expect that in the regression of the asset measure on 

the treatment dummies 

 

aijpt = ! 0 + ! 1I j
CI " R + ! 2I j

CO" R + ! 3I t
2003 + ! 4I j

CI " R # I t
2003 + ! 5I j

CO" R # I t
2003 + ppt +$ ijpt , (A3) 

 

that both the coefficients ! 4  and ! 5  will be positive. It also seems reasonable to assume that 

individuals who have more assets will have superior access to services. For example, if a new 


